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Abstract 

In this paper we report on the development of a novel report viewing tool that allows the user to navigate between 

free-text breast radiology reports and structured reports stored in a multi-modal viewing environment that was 

recently released. The report viewing tool allows the user to select breast-specific terms in the viewing environment, 

upon which pertinent sentences in the corresponding free-text reports are highlighted. To realize this functionality 

we develop automated sentence classification software based on machine learning methods. We conduct an 

empirical analysis of the performance of 4 classifiers on 7 relevant sentence classification tasks; the accuracy ranges 

between 92 and 98% for the different classes. We further investigate means to optimize the recall of our classifiers, 

as this is the dominant performance metric for our application. 

Introduction 

The contributions of this paper are twofold. We report on a novel report viewing tool that allows the user to browse 

free-text radiology reports for breast-specific terms. Upon selecting one or more terms, the viewing tool 

automatically highlights related sentences in the report(s) at hand. Second we describe and evaluate the machine 

learning techniques used to implement the browsing functionality of the tool. 

The aim of the report viewing tool is to disclose the contents of previous reports in a clinically relevant and timely 

fashion. For instance, radiologists can use the tool to get an overview of the patient’s history and/or to chart the 

development of a particular finding over time. As such the viewing tool uses the contents of previous reports to 

bridge the gap between the present and previous imaging studies. 

Technically, the report viewing tool is developed as a plug-in to a breast radiology workstation that was recently 

released by Philips Healthcare, IntelliSpace Breast. The workstation offers a multi-modal viewing environment and 

facilitates structuring observations consistent with the Breast Imaging – Radiology and Data System (BI-RADS) [1]. 

The report viewing tool listens to the reporting pane of IntelliSpace Breast. When one or more terms are selected the 

viewing tool presents the previous report(s), highlighting sentences pertinent to the selected terms. 

In this paper we develop such sentence selection methods for three groups of terms. The first group relates to the 

imaging modality of a sentence (mammogram/ultrasound/MR), that is, the imaging modality that visualizes the 

finding discussed in the sentence. The second group relates to the laterality of the finding discussed in the sentence 

(left/right/bilateral/none). The third criterion selects all sentences that state recommendations.  

In the next section we describe our report viewing tool, its clinical relevance, and the way it is connected to 

IntelliSpace Breast. In the remainder of the paper we describe the sentence classifiers based on machine learning 

methods, their empirical evaluation. We conclude with a discussion of our results and directions for future research. 

Motivation 

Due to the wide adoption of imaging protocols in breast oncology, cancer patients have imaging histories of 

increasing length. Consequently, radiologists do not have enough time to review all prior images before reading the 

patient’s current study. Instead, reports of prior studies often serve as the primary source for getting an overview of 



the history of a patient. We observed that radiologists typically review only the concluding section of the report of 

the patient’s most recent imaging study. This observation was confirmed by the radiologists involved. 

Ideally, upon loading a new imaging study, the radiologist would be presented a (visual) summary of the patient’s 

clinical history. Such a summary would track and display the interval development of individual lesions over time. 

This functionality requires a standardized and structured representation of the interpretations of the prior cases. 

Structured reporting systems implement such representations, and therefore have the potential to realize the 

envisioned functionality.  

Philips recently released IntelliSpace Breast,
1
 which encompasses a patient-centric, multi-modal 

(mammography/ultrasound/MR) viewing and reporting environment for breast radiology. Traditional structured 

reporting systems implement structured reports as digital forms that need to be filled in by the user. IntelliSpace 

Breast, however, automatically fills in part of the fields based on the selections and measurements the user makes in 

the viewing environment. For instance, the user can delineate lesions inside the viewing environment and automated 

assessment tools can be used to measure it. Thereupon the lesion’s location and measurements are directly imported 

into the structured report, see Figure 1 and Figure 2. The entered data can be rendered as a report that complements 

the free-text report.  

In addition to the possibility of generating structured reports, the structured data can be used for a variety of 

purposes that are desirable from a clinical, research and societal point of view: granting “semantic access” to 

previous reports [2–4]; clinical research; and, financial and control management. Promising as structured radiology 

content may be, we do not expect that in the near future it will completely replace the free-text format radiologists 

are used to. This is due to a number of reasons. 

First, the narrative reporting style is flexible and allows for making subtle nuances when describing observations, 

expressing uncertainties and sketching potential consequences on future treatment. To date, no radiology-wide 

language has been developed that is rigid, yet rich enough to express the same nuances that can be described in 

natural language. BI-RADS is such a language for breast radiology. The Radiology Society of North America 

structured reporting committee has recently proposed reporting templates for other anatomies, but they are not 

nearly as mature and accepted as BI-RADS [5].  

Apart from the lack of a uniform language for radiology, we note that the state of the art in natural language 

processing is not sufficiently advanced to automatically structure free-text reports.  

Finally, we observe that authoring free-text reports is supported by institutional transcription services and/or 

dedicated speech-recognition software. We know of no structured reporting environment that allows for faster, more 

convenient, and more accurate report authoring than dictation technology. 

For these reasons it is conceivable that only a portion of the cases is entered in a structured fashion (e.g., teaching 

cases or cases with a long history).  So to benefit from structured reporting in near future, we need to content 

ourselves with the scenario in which free-text reports coexist with structured reports. Recent solutions released by 

industry, such as IntelliSpace Breast, seem to prepare for this scenario. 

To support radiologists to get an overview of a patient’s history in the context of the IntelliSpace Breast workstation, 

we developed a report viewing tool. This tool, called ReportViewer, highlights sentences that pertain to a set of BI-

RADS terms that were selected by the user in the structured reporting environment of IntelliSpace Breast (the right-

hand pane in Figure 1 and Figure 2). Based on the terms received, ReportViewer classifies the sentences in the 

loaded report and highlights the pertinent ones. This enables the radiologist to inspect how the lesion was described 

in the narrative report. For instance, if the user selects “right” and “ultrasound,” highlighted are all sentences that 

pertain to findings in the right breast visualized by ultrasound technology, see Figure 3. 

 

                                                 
1
http://www.healthcare.philips.com/main/clinicalspecialities/WomensHealthCare/imaging/patient_care_clinical_inf

ormatics/intellispace_breast/index.wpd 

 



 
Figure 1: IntelliSpace Breast viewing and reporting environment. The left-hand pane offers measurement 

functionality. The viewing environment is located in the middle pane. The right-hand pane offers structured 

reporting functionality. The entered data is graphically visualized in the diagram at the bottom of the middle 

pane. 

 
Figure 2: Close-up of the top right corner of IntelliSpace Breast. One lesion in the right breast is delineated 

on an MR image. Image processing software is used to automatically determine the BI-RADS-compliant 

location of the lesion, which is filled in the reporting pane on the right. 



 

 
Figure 3: Impression of ReportViewer highlighting sentences relates to right ultrasound sentences. The 

yellow block on the slide bar indicates the position of highlighted sentences.  

 



Methods 

Problem definition. We define deciding the laterality and modality of a sentence as a series of classification 

problems. For each of the three possible literalities, we consider the binary classification problem of deciding 

whether the laterality of a given sentence is-left, respectively, is-right and is-bilat. Similarly we consider the 

modality of a sentence as three separate binary classification problems: is-MG (for mammography), is-US (for 

ultrasound) and is-MR. In addition, a binary classifier decides if a sentence is a recommendation: is-rec. Thus, 7 

classes are considered in total. 

We do not consider modality and laterality classification as multi-class problems, as this would imply that each 

sentence can be assigned at most one label. By doing so we would not be able to account for the semantics of the 

domain. For instance, the following sentence reports on the left and right breast, but not on both breasts at the same 

time: “There is an ovoid, enhancing lesion measuring 2 x 3 cm. in the left breast and a similar lesion measuring 1 x 2 

cm. in the left breast.” The following sentence reports on both breasts but on neither breast in particular: “Breast 

parenchyma are heterogeneously dense.” 

Pre-processing. A breast radiology corpus of 417 de-identified reports in the English language is used. The reports 

were authored over a 1-year period by multiple radiologists at a leading US university hospital. A substantial portion 

of the corpus concerns consultation reports for external patients (e.g., second opinion), which usually assess the 

findings of multiple imaging studies of varying modalities. 

Sentences in each report were extracted by sentence boundary detecting module based on a maximum entropy 

model. This model was trained using the corpus with the C#-port of OpenNLP’s maximum entropy toolkit. Each 

sentence in the corpus was manually labeled according to the 7 classes using a home-grown annotation tool.  

After removing incomplete and duplicate reports as well as sentences that were considered irrelevant (e.g., section 

headers), the corpus consists of 353 reports or 8,166 sentences. In total 7,722 sentences were assigned the label of at 

least one of the 7 classes. Sentences conveying procedural information typically have no labels: e.g., “The results 

were discussed with Mrs. Xxx and her daughter.” The distribution of the labels over the sentences and reports is 

given in Table 1. It is clear from this table that the data is unbalanced: for each class at most 22% (1,795/8,166) of 

the instances are positive.  

The co-occurrence frequency of labels is given in Table 2. The number of mammogram and ultrasound reports is 

relatively high. This is probably due to the fact that in the corpus’ hospital, patients with worrisome routine 

mammography findings get a clinical mammography study as well as an ultrasound study on the same day, which 

are interpreted in one report. We observe from Table 2 that the reports are likely to contain sentences of multiple 

classes. This means that knowing the class of one sentence is generally insufficient evidence to rule out that the 

other sentences in the same report are positive instances of other classes. This makes our classification task harder. 

Class # Sentences # Reports 

is-left  1,320  252 

is-right  1,271  236 

is-bilat  1,506  322 

is-MG  1,795  249 

is-US  1,292  205 

is-MR  1,341  236 

is-rec  663  278 

Table 1: The number of sentences and reports 

labeled with the class in the corresponding row 

Combination of classes # Sentences # Reports 

is-left/is-right 105 75 

is-left/is-bilat 59 43 

is-right/is-bilat 53 47 

is-left/is-right/is-bilat 15 14 

is-MG/is-US 210 113 

is-MG/is-MR 63 49 

is-MR/is-US 80 58 

is-MG/is-US/is-MR 20 15 

Table 2: The number of sentences and reports 

labeled with all classes in the corresponding row

 

 



 

 

Knowledge extraction. Each sentence is represented as a binary feature vector, using the following binary feature 

sets, which are well known in the text mining literature [6–8]: 

 Bag of words: The words appearing in the corpus, having removed the noise words relevant for the domain, 

punctuation, dates and numbers. 

 Stemming: The stem of the words appearing in the corpus. We use the Porter stemmer.
2
 

 Part-of-speech tag: We add to each word its part of speech tag in the sentence. We use the C#-port of the 

OpenNLP
3
 part-of-speech tagger. 

 Domain terminology: A list of modality-specific findings and procedure names was derived from BI-RADS 

to model domain terminology. We account for minor morphological variations. 

In our experiments, the performance of different classifiers was evaluated on different combinations of feature sets. 

The best classification performance was achieved by using all feature sets across all classifiers. Accordingly, we 

used all feature sets throughout our experiment. Another feature set was created with noun phrase chunks found by 

MedLEE, a dedicated natural language processing toolkit for medical records [9]. Adding the MedLEE-based 

features did not yield a signification improvement, for which reason they were not included in the experiments. 

Evaluation. In all experiments we use a 5-fold cross validation protocol to reduce model variance. The classifiers are 

trained on 70% of the data (5,716 sentences); the remaining 30% is used as test set (2,450 sentences).  

The Konstanz Information Miner
4
 (KNIME) toolkit was used for learning and evaluating the classifiers. KNIME 

encompasses a natural language processing library with data reading and manipulation. In addition it encompasses 

extensive training and evaluation libraries for optimizing and assessing classifiers. KNIME allows the user to use 

modules from these libraries sequentially by inserting them in a graphical environment and interconnecting them. 

We found this feature particularly useful. KNIME uses the WEKA implementation [10] of the machine learning 

classifiers.  

Scout runs are conducted on four classifiers that are supported by KNIME: decision tree (DT), support vector 

machine (SVM), naïve bayes and K-nearest neighbor [11]. The performance of these classifiers is measured on the 

test set in terms of recall, precision and their harmonic mean, called F-measure [12, 13]. 

The classifiers’ performance is compared by averaging recall, precision and F-measure over all 7 classes. Then, one 

classifier is selected as the preferred classifier for further analysis on the basis of its performance and computation 

time. After selecting the preferred classifier, misclassified sentences are analyzed and incorrect labels are repaired, if 

any. The preferred classifier is then subjected to an application-specific optimization on all 7 classes with respect to 

the cleaned data set.  

Since the training set is unbalanced on each class, we calculate the area under the receiver operating characteristic 

(ROC) curve to improve our understanding of the preferred classifier’s accuracy on true instances. ROC graphs are 

well known in the fields of radiology and medicine for diagnostic decision making. In recent years, they have also 

been used more and more in the field of machine learning and data mining. ROC curves are insensitive to class 

distribution changes, which is relevant when one has unbalanced or small training sets of positive and negative 

instances. WEKA was used for calculating the area under the ROC curve; we use WEKA 3.6.2. Also, by focusing 

on only two categories (true and false positives) instead of on all four possible categories (true and false positives, 

true and false negatives), measuring the quality of a classifier can be done easier to obtain and easier to evaluate test 

sets [14, 15]. 

                                                 
2
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3
 http://incubator.apache.org/opennlp/ 

4
 http://www.knime.org/ 



 

 

Optimization. In the context of our application recall is the dominant metric: we strongly prefer highlighting one 

sentence too many than missing one relevant sentence. Thus, we are willing to trade precision for recall. To 

investigate the relation between precision and recall we introduce a cost matrix that sets the cost for misclassified 

true instances 8 times higher than misclassified false instances. The preferred classifier is then applied minimizing 

the adapted cost matrix. The resulting classifier has high recall, but not necessarily acceptable precision/F-measure. 

To see how much F-measure is traded in, the decision threshold [16] is manually manipulated in WEKA so as to 

obtain F-measures of 0.4 and 0.9. WEKA does not allow doing this automatically, so we may have to content 

ourselves with F-measures that are a bit off the targeted values.  

Results 

In the scout runs, averaging over the 7 classes, SVM and DT outperform the other classifiers.  DT is the more 

precise classifier of the two, and SVM has higher recall, see Table 3. Because the training set is highly unbalanced 

(up to only 20% of positive instances), the average accuracy is less indicative, for which reason the performance of 

classifiers over false and true instances is listed and averaged separately.  

DT was selected as the preferred classifier, since it has results comparable to SVM’s, but requires substantially less 

computation time. Thus, further analysis was performed for DT: we compute the ROC curves; see Figure 4 for three 

classes. In addition, we compute the area under the ROC curves and optimize recall, see Table 4. 

As an aside, the effect of the unbalanced training sets on the performance of the classifiers is also investigated by 

deriving a smaller, but balanced training set from all available training samples. This training set contains as many 

positive as negative instances. For this balanced training set, the performance of DT and SVM improved by 3–10% 

for true instances on all classes, although the size of the training set was smaller than the original (unbalanced) 

training set.  

The trade-off between recall and F-measure for DT is shown in Table 5, for the two F-measures of interest: 0.4 and 

0.9. The first is a relatively low value, whereas the second is relatively high. 

 

 

Class 
Recall 

(True) 

DT/SVM 

Recall  

(False) 

DT/SVM 

Precision 

(True) 

DT/SVM 

Precision 

(False)  

DT/SVM 

F-measure 

(True) 

DT/SVM 

F-measure 

(False) 

DT/SVM 

Correctly 

classified 

is-right 0.73/0.81 0.99/0.97 0.96/0.74 0.95/0.98 0.82/0.78 0.97/0.97 0.95 

is-left 0.80/0.80 0.98/0.98 0.90/0.87 0.96/0.97 0.84/0.83 0.97/0.97 0.95 

is-bilat 0.80/0.82 0.98/0.97 0.90/0.90 0.96/0.94 0.85/0.86 0.97/0.96 0.95 

is-MG 0.75/0.81 0.96/0.96 0.85/0.86 0.94/0.95 0.80/0.83 0.95/0.96 0.92 

is-US 0.73/0.83 0.99/0.97 0.90/0.87 0.95/0.96 0.81/0.85 0.97/0.97 0.95 

is-MR 0.66/0.76 0.99/0.97 0.87/0.83 0.94/0.96 0.75/0.80 0.96/0.96 0.93 

is-rec 0.78/0.90 0.99/0.99 0.90/0.89 0.98/0.99 0.84/0.90 0.99/0.99 0.98 

Average 0.75/0.82 0.98/0.97 0.90/0.85 0.95/0.96 0.82/0.84 0.97/0.97 0.95 

Table 3: Performance of DT and SVM on the 7 classes. Since the data set is highly unbalanced we distinguish 

the performance of the classifiers with the original labels (the “True” setting) and their performance when we 

use the classifiers to recognize the false instances instead of the true instances (the “False” setting). 

 

 

 

 

 



 
(a) ROC curve for DT on is-right 

 
(b) ROC curve for DT on is-MG 

 
(c)   ROC curve for DT on is-rec 

Figure 4: ROC curves for DT on the classes is-right, is-MG and is-rec, respectively. The false positive rate is 

given along the x-axis, the recall (true positive rate) is given along the y-axis using a logarithmic scale. 

 

 

 

 

Class ROC area 

is-right 0.88 

is-left 0.92 

is-both 0.92 

is-MG 0.89 

is-US 0.89 

is-MR 0.87 

is-rec 0.90 

Average 0.90 

Table 4: The ROC curve area for DT 

 

 

 

Class 
Recall 

(F-measure ≈ 0.4) 

Recall 

(F-measure ≈ 0.9) 

is-right 0.989 0.910 

is-left 0.992 0.839 

is-bilat 0.982 0.878 

is-MG 0.989 0.847 

is-US 0.992 0.808 

is-MR 0.995 0.814 

is-rec 0.999 0.819 

Average 0.991 0.843 

Table 5: Recall for DT when the thresholds are 

such that average total F-measure is at least 0.4 

and 0.9, respectively 

 

 

 

 

 

 



Discussion 

 

We evaluated four different classification techniques for deciding the laterality and modality of a sentence, as well 

as deciding if the sentence is a recommendation. In the context of our application, recall is the dominant 

performance metric. The decision tree and support vector machine classifiers outperform the other classifiers. DT 

and SVM achieve highest recall on the is-rec problem, followed by the laterality classification problems. We 

hypothesize that this is due to the fact that recommendation sentences can be detected by checking for the presence 

of a small number of standard words. Further we hypothesize that lateralities are more frequently stated explicitly 

than modalities. An interesting gap is observed between the performance of the classifiers on the is-left and is-right 

problems, which – one would assume – are symmetric. We have no explanation for this.  

The percentage of correctly classified sentences of the preferred classifier, DT, ranges from 92% (is-MG) to 98% 

(is-rec). The recall can be optimized further to a near-perfect level of performance, at the cost of decreasing the F-

measure. This result guarantees that a DT model can be obtained that rarely misses a pertinent sentence. 

SVM was expected to perform well because of its ability to factor out irrelevant features and handling large feature 

spaces. We were positively surprised by the good performance of DT. In the literature on machine learning it is 

known that problems that are well classified by DT have relatively strict boundaries.  

In the ground truth creation and evaluation phase we did not aim to optimize the classifiers by presenting them 

balanced training data. Our additional experiment showed that this is recommended when optimizing the true 

classifier. 

It was observed that more features yield more accurate classifiers, with the exception of the feature set based on 

MedLEE’s noun phrases. We hypothesize that, given the bag of words and domain terminology feature sets, this 

feature set is merely “more of the same.”  

Our error analysis shows that the feature sets lack not so much a representation of the sentence itself but means to 

describe its contextual situation instead, that is, its context in the report. More in particular, our error analysis shows 

that most misclassifications are due to the failure of resolving inter-sentence co-references. For instance, the 

laterality of the sentence “Surrounding the latter is some linear enhancement” and “Skin thickening is seen at the 

site” can be inferred reliably only if we know to which respective entities the anaphora point (underlined). To the 

best of our knowledge no co-reference, pronoun and co-occurrence resolution modules are available that are geared 

to the radiology/medical domain [17].  

Furthermore, we found that a substantial portion of the misclassified sentences is inherently ambiguous. For 

instance, consider the second sentence in: “A round cyst in the left breast. No suspicious findings.” It may report 

that the left breast contains no suspicious findings or that neither breast contains suspicious findings. Even a human 

interpreter requires more contextual information than present in those two sentences when deciding on the correct 

laterality label for the second sentence. The feature vector used in this research did not capture the contextual 

information to make this type of inferences. We expect that adding contextual information will increase the quality 

of the system.  

In an effort to model parts of the context, we have attempted to add the predicted labels of previous sentences to the 

sentences’ feature vector, but this turned out to be very hard in KNIME. We leave this and experimenting with other 

classifiers – such as conditional random field – for future research.  

Several studies are known in the literature that report on classifying radiology reports. Wilcox and Hripcsak [18] 

assigned six different clinical conditions to narrative X-ray reports using different machine learning techniques. 

McCowan et al. [19] infer the cancer stage from histology reports using statistical machine learning methods. 

Goldstein et al. [20] compare information retrieval, machine learning and rule-based approaches for automatically 

assigning ICD-9 codes to radiology reports. In [21], the impact of domain knowledge for automatic classification of 

medical reports is investigated. 

Unlike the problems addressed in the aforementioned publications, our classification problem concerns the 

classification of individual sentences, not reports as a whole. A similar setting was adopted in [22] in which 

sentences in medical abstracts are categorized, and in [23] where findings in medical reports are classified. 



This paper contributes to the aforementioned literature in the context of our clinical application: closing the gap 

between structured content on the one hand and free-text radiology reports on the other hand. Our classification 

problems are new to the literature. The recall of our preferred classifier can be improved sufficiently high for 

deployment in a clinical setting. We have pointed out several directions for future research that may lead to 

improved versions of our classifiers.  
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